
Chapter 1. 

A layered model of data-communications

1.0. Abstract.

Telecommunications systems can be extremely complex. In order to keep that complexity under control it is necessary to subdivide the systems into a certain number of subsystems, which are as independent from each other as possible. 

Starting with SNA, announced by IBM in the early seventies, computer networks have systematically been designed as a set of independent functional layers.

The principle of such decomposition will first be explained by means of an imaginary example.

Thereafter, the principles and consequences of layered systems will be described in a more abstract way, using the terminology introduced by the"Comité Consultatif pour la Télégraphie et la Téléphonie", now renamed "International Telecommunications Union" and the "International Standardization Organization" who have, in the late seventies, tried to develop a formal framework for layered systems, called the “Seven layers OSI (Open Systems Interconnection) model" (ITU recommendation X200, ISO standard 7498.

Finally, a three-layer model for networked systems will be presented, setting a reference frame for the further chapters of this course.

In three sidetracks, the important concepts of open systems and connection oriented vs.connectionless protocols are introduced and the seven layers of the OSI model are briefly presented..

1.1. An international negotiation.

To understand the ideas underlying a layered model, the technical issues associated with an imaginary international negotiation will be approached in the same way as network issues are.

Two presidents, X and Y, physically present in different towns Tx and Ty, speaking exclusively different languages Lx and Ly, want to discuss some important issue.

Hopefully, they both know enough about each other’s susceptibilities to be able to have a meaningful negotiation. Stating that they have (implicitly) agreed upon some “diplomatic rules” which they obey to exchange political arguments can summarize this here.

In order to negotiate, they, however, need some support services which would allow them to overcome the difficulties resulting from the language differences and from the distance. In addition they want that these services should be provided in such a way that the contents of the negotiation are kept secret. In other words, they should need some kind of secure telephone service, providing also translation. In figure 1.1 this service is depicted as a black box, labeled "Communication Services", accessible by X and Y through "Service Access Points".
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Fig.1.1. Communication services as a black box.

If the inside of the black box would have a layered structure, one would find, directly underneath the service access points, two entities providing a specific service, and using for that the services provided by an inner black box.

The outer entities in this example would be translators (Fig.1.2.). Each president would have, next to him, a translator. These translators should obviously be fluent in the language spoken by their president. In addition, they should also be fluent in some common language Lc, to be used for communicating with each other. Lc could be one of the languages Lx or Ly, but this is in no way required, and in fact, as long as the presidents trust the quality of the service provided by their translators, nobody but the translators themselves should worry about Lc. 

One should notice that how the services are obtained through the service access points doesn’t need to be identical on both sides. For instances one could imagine that president X is on very friendly terms with his translator and conveys a lot of information just trough body signs while president Y communicates very formally, by phone with his translator.

The translators communicate with each other by means of the services provided by another black box.

Inside this black box devices providing cryptographic encoding are fulfilling the confidentiality requirement (Fig.1.3). Encryption and decryption is done by means of some cryptographic key Kc, which should be kept secret. Only the operators of the cryptographic devices in Tx and Ty should have access to the key.
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Fig.1.2. Discovering the translators layer.
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Fig.1.3. Discovering the cryptographic layer.

The cryptographic devices communicate by means of the services provided by still another black box.

Inside this last black box, radio equipment ensuring the actual communication between Tx and Ty is to be found (Fig.1.4). The operators of these two radio sets should obviously agree about tuning to some common frequency Fc, about using some common modulation scheme, etc. It is again clear that the choice of the physical parameters of the communication is of no concern to the users of the service, who, most probably, do not even know what frequency modulation or a megahertz might be.
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Fig.1.4. The transmission layer. 

1.2. Decomposition methodology.

In the example of paragraph 1.1, a complex communication problem has been decomposed in 4 independent layers following some general principles schematically represented in figure1.5. 

Each layer solves one specific problem. Layer n offers services to level n+1 through level n service access points. From the point of view of layer n, the different entities of layer n+1 are identified by their level n address. 

Several level n addresses can be attached to a single level n-1 service access point (fig.1.6).

Entities at level n communicate with each other according to some rules agreed specifically for that layer (the language Lc, the cryptographic key Kc and the frequency Fc). Such "horizontal" agreements are called "protocols of level n".
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Fig.1.5. Formal introduction to a layered model.
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Fig.1.6. Addresses and Service Access Points.

It is important to observe that entities of level n communicate with each other without a direct communication channel between them. They communicate via a virtual channel, which is implemented by the underlying layers. A message send from one level n entity to an other (called "level n Protocol Data Unit", or nPDU in the OSI jargon) will in fact be entrusted to layer n-1, which will encapsulate it in a (n-1)PDU, which will, in turn be entrusted to layer n-2, etc. (fig.1.7). The message which is finally transmitted physically is likely to be much longer than the one generated at level n, as each of the intermediate layers add their own service information to it. It is even possible that one (n+1)PDU results in several nPDU's (fig.1.8), for example, when the level n protocol requires a connection to be established before any data can be transferred (see sidetrack 1).

While obviously all entities at a given level have to agree about the protocols they are using, local conventions can be made for the interface between superposed entities. At each site these interfaces can be different, as long as they can offer identical services.
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Fig.1.7. Transmission of a nPDU.
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Fig.1.8. One nPDU can generate several (n-1)PDU's.

Sidetrack 1.1.
Connectionless vs. connection oriented communications.

Two fundamentally different approaches to communications exist. They will be explained here by means of two examples from everyday live, the telephone system, which is entirely connection oriented and the postal system, which operates in a connectionless fashion.

Communication by telephone can be decomposed in three clearly distinct phases: first, by means of a certain dialing protocol, the user requests the telephone company to connect his or her set with another one identified by a number (an address). When this has successfully been done, a bi-directional communication channel is available between the two telephone sets and the conversation can take place. The Telephone Company monitors this channel for billing purposes and to close it when requested to do so by the user.

The postal service works in an entirely different way: when somebody wants to send a letter he or she drops that letter in a mailbox. The post office collects the letter, analyses the destination address and routes the letter through the postal services to its destination. There the letter is dropped in the destination mailbox. No record of these operations needs to be made, as prepayment by means of stamps affixed to the letters is mandatory.

Connection oriented communication services.

These services are based upon three operations, which have to be executed in sequence.

- 1. Upon request of a user, the network management establishes a connection between two addresses a and b. In its request the user has to specify the addresses a and b as well as the characteristics of the requested connection. The network management chooses a route in function of the available resources, or, refuses the request if no sufficient resources are available.

- 2. Once the connection has been established, the user can transfer data between a and b, without having to mention any more these addresses. Normally network management continuously monitors all connections to bill their utilization and to detect and correct possible malfunctions.

- 3. Finally, the user requests closure of the connection.

Before data transmission can start a lot of work has to be done, but once the connection established, data transfer is extremely simple and efficient. 

The network management maintains a list of all connections, allocates resources to them and keeps track on each of them of all data packets to ensure a reliable service. A connection-oriented network has a statevector describing entirely the present, and possibly past, connections.

Connection oriented communications seem to be adequate when large volumes of data have to be transferred in a reliable way, and when response times are not critical.

Connectionless communication services.

These services are extremely simple: users transmit packets of data to a service provider who tries to deliver these packets as soon as possible at the address included in the packet. No initial delay for connection establishment is needed but routing has to be decided independently for each packet, even if they all have the same destination, and, as reservation of resources can only be done on a statistical basis, severe delays and even packet loss can be caused by congestion problems.

As each data packet is handled separately no connection list is to be maintained and no record of transmitted packets is normally kept. The network is stateless.

Connectionless communications seem to be adequate when small volumes of data have to be send to various destinations and when short response times are important.

A final analogy.

Some authors tend to compare connection oriented communications with railroads and connectionless communications with highway traffic. Altough analogies are dangerous this one can help in appreciating the differences in service to be expected from both approaches.

1.3. A three layers model.

This model establishes a distinction between “connectivity and interoperability. The example of the "plain old telephone service" shows clearly the difference: thanks to a world-wide numbering scheme and the interconnection of all the national telephone networks, it is fairly easy to establish a telephone connection between two arbitrary points in the world to carry sounds between these two points. This is worldwide connectivity. If, however, people want to interoperate (do meaningful things) through the telephone, they should not only be able to exchange sounds, but also to understand each others sounds, i.e. to use a common language.

In this model, data-communication networks have been subdivided into three layers: the network layer, the transport layer and the applications layer (Fig.1.9).
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Fig.1.9. A three layers model.

The service provided by the network layer consists in carrying binary data from one network address to an other. In computer networks, network addresses correspond generally with machines such as computers, terminals or terminal servers.

The network service can be connection oriented or connectionless. 

Many different network protocols exist because they have to take into account the specificity’s of the underlying transmission system such as distance, throughput, delay, error rate, owner, etc.

The transport layer is a kind of interface between the application and the network layers. While the network service can be provided by a series of interconnected network entities, the transport layer is, by definition, an end to end service, implemented by means of two transport entities, located directly underneath the application entities. The transport layer further refines the addressing capabilities of the network layer as many applications can run on the same hardware and, therefore, share a network address. If the application requires a connection oriented transport service and the network layer only offers a connectionless service, the additional functionality has again to be provided by the transport layer. In case of network congestion, it is also the transport layer, which should reduce the transmission rate.

In short, the transport layers completes the underlying network layer to comply with the service requirements of the application.

It delivers the connectivity introduced in the previous paragraph.

The application layer further enhances the services provided by the transport layer in order to offer a specific communications facility to distributed applications.

It ensures the "interoperability". There are, logically, as many different application protocols as different classes of distributed applications.

The layered approach allows to hide all the details of the different transmission systems to the transport and application layers, and to use the same networks for many different applications.

Sidetrack 1.2.
Open systems.
A system is considered open when, for each major component, a choice of products from different vendors exists. Such a freedom requires that all components obey certain common rules when interoperating. These common rules can have been defined by some company, and made available, possibly in exchange of royalties, to others (proprietary standards), or they can have been agreed upon by a group of companies or users (de-facto industry standards), or they can have been defined by some national or international standardization body.

Proprietary standards tend to be more state-of-the-art and more coherent as in general they do not result from hard to reach compromises between conflicting commercial interests represented in standardization bodies. Their owner however can include tricky features designed to make the implementation by competitors difficult, or can charge prohibitively high royalties. Therefore industry standards and official standards are more and more often preferred over proprietary ones.
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Sidetrack 1.3.
The seven layers of the OSI model.
The OSI model defines a seven-layer framework for networks. These layers are:

1. The physical layer, in charge of carrying bits between network nodes.

2. The data-link layer, intended for handling any transmission errors which might have occurred at the physical level. In addition, the data-link layer might have to handle congestion problems and to control access to shared communication media.

3. The network layer, designed to identify all the network nodes and to route information through the network from source to destination.

4. The transport layer is the interface between the lower data-communication oriented layers and the upper application oriented layers. It implements end-to-end protocols, which supplement the underlying network with the services needed by the applications.

5. The session layer synchronizes the communicating application processes.

6. The presentation layer ensures compatible data representations among communicating applications.

7. The application layer provides ad-hoc interfaces between end user application programs and the networking infrastructure.
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